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Abstract—
Enterprise deployments increasingly orchestrate multiple AI

agents across organizational boundaries, yet their communication
is typically built from HTTP/JSON endpoints protected by bearer
tokens. These stacks secure channels but provide weak mes-
sage provenance, limited replay protection, and brittle schema
evolution, leaving a demo-to-production gap for safety-critical
workflows. We present AXCP (Adaptive eXchange Context Proto-
col), a protocol for authenticated, replay-resistant agent-to-agent
messaging. AXCP runs over QUIC with TLS 1.3, serializes typed
payloads with Protocol Buffers, and attaches a signed envelope
using DIDs and Ed25519. Agents negotiate an explicit security
profile before application traffic, preventing silent downgrade and
establishing parameters such as timestamp windows and replay
caches. A modular middleware pipeline enforces validation and
routes messages to handlers, enabling deployment as libraries
or gateways. We analyze AXCP against a network adversary
and show how its design yields end-to-end message integrity and
verifiable sender identity even in the presence of intermediaries.
Our Go reference implementation includes 242 tests and is
race-detector clean. In microbenchmarks, AXCP achieves 47K
messages/s and 1.1 ms median latency, with about 3× smaller
payloads than JSON. A multi-vendor demo coordinates Claude,
Gemini, and GPT agents. We discuss limitations, including de-
pendence on DID resolution trust and lack of formal verification
today.

Index Terms—secure protocols, multi-agent systems, QUIC,
Protocol Buffers, decentralized identifiers, Ed25519, AI agents

I. INTRODUCTION

The AI industry is shifting from monolithic model de-
ployments to distributed agent systems in which multiple
specialized agents coordinate to complete an end-to-end task.
In practice, these agents are frequently operated by different
teams or vendors and interact through gateways, tool servers,
and intermediate services.

This architectural evolution creates a demo-to-production
gap: today’s integrations secure channels but rarely secure
messages. Many deployments default to HTTP/JSON with
bearer tokens (API keys or JWTs). This is sufficient for demos
but becomes fragile for safety-critical workflows in which
agents exchange instructions, state, and sensitive artifacts.

In production, common failure modes include:

• Missing message provenance: transport encryption does
not provide an auditable, verifiable origin for each mes-
sage

• Centralized identity assumptions: token-based ap-
proaches hinge on a shared issuer and policy domain

• Replay risk: captured or duplicated requests can be
accepted if application-layer freshness is not enforced

• Implicit contracts: JSON payloads drift without strong,
versioned schemas

• Overhead: connection setup and text serialization add
latency in coordination loops

These gaps are not theoretical. As organizations deploy
agent systems for finance, healthcare, and legal workflows,
failures in integrity, freshness, and provenance become ex-
ploitable security boundaries [11].

A. Contributions

This paper presents AXCP (Adaptive eXchange Context
Protocol), a secure protocol designed specifically for multi-
agent communication. Our contributions are:

1) Protocol design: A layered architecture combining
QUIC/TLS 1.3 transport, Protocol Buffer serialization,
and a security envelope with DID-based identity and
Ed25519 signatures

2) Profile negotiation: A handshake mechanism that es-
tablishes security parameters before application traffic,
preventing downgrade attacks

3) Modular validation pipeline: A middleware architec-
ture enabling extensible security checks without modi-
fying core protocol logic

4) Tiered security model: Three deployment tiers (Core,
Advanced, Enterprise) allowing incremental adoption

5) Reference implementation: A production-ready Go
SDK with 242 tests (race-condition free)

6) Validation: A working multi-vendor orchestration demo
coordinating Claude, Gemini, and GPT agents

II. PROBLEM STATEMENT AND MOTIVATION

A. The Demo-to-Production Gap

Agent systems typically begin as demos: a few agents
communicating via HTTP webhooks, authenticated with API
keys or JWTs. This works initially but degrades as systems
scale.
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TABLE I
HTTP/JSON PAIN POINTS AT SCALE

Growth Dimension Pain Point

Node count N2 integration complexity
Security surface No message signing; tampering undetectable
Compliance No audit trail; cannot prove provenance
Performance JSON parsing overhead; connection latency
Versioning Schema drift causes silent failures

B. Why Existing Solutions Fall Short

gRPC provides Protocol Buffer serialization and HTTP/2
transport but lacks an integrated security model. Authentica-
tion is delegated to external mechanisms.

MCP (Model Context Protocol) focuses on tool discovery—
what agents can do—but not on how they communicate
securely. MCP and AXCP are complementary.

A2A (Agent-to-Agent Protocol) is emerging but currently
lacks enterprise security features: no differential privacy, no
compliance automation, no attestation support.

C. Design Requirements

From analyzing production agent deployments, we identi-
fied these requirements:
R1 Channel Security: Encrypted transport preventing eaves-

dropping
R2 Message Integrity: Cryptographic signatures on every

message
R3 Identity Verification: Decentralized identity not depen-

dent on central authorities
R4 Replay Protection: Prevention of message replay attacks
R5 Explicit Security Contracts: Negotiated security profiles
R6 Typed Messages: Schema-defined payloads with com-

patibility
R7 Extensibility: Modular architecture for adding features
R8 Performance: Sub-10ms latency for real-time coordina-

tion

III. SYSTEM MODEL AND THREAT MODEL

A. System Model

AXCP operates in a distributed environment with the fol-
lowing entities:

Agents: Software components that send and receive AXCP
messages. Agents possess cryptographic key pairs and DID
identities.

Gateway: Optional enforcement point that terminates QUIC
connections, validates messages, and routes to backend han-
dlers.

Messages: Typed payloads encapsulated in AXCP en-
velopes containing metadata for authentication, routing, and
validation.

B. Threat Model

We consider a network attacker with the following capabil-
ities:

Agent A
did:key:...

Gateway
Middleware Pipeline

Agent B
did:key:...

QUIC/TLS 1.3 QUIC/TLS 1.3

Handler Dispatch

Fig. 1. AXCP System Model. Agents authenticate and sign messages using
DID-bound keys; the gateway enforces validation via a middleware pipeline
before dispatching to handlers.

TABLE II
THREAT MODEL AND MITIGATIONS

Threat Description Mitigation

Eavesdropping Observes traffic TLS 1.3
Tampering Modifies messages Ed25519 signatures
Impersonation Sends as another DID + signature
Replay Re-sends captured Seq + timestamp
Downgrade Forces weak profile Explicit negotiation
Misrouting Wrong recipient Recipient validation

C. Assumptions

• Each agent possesses a valid Ed25519 key pair and
corresponding DID

• Clock drift between agents is bounded (configurable,
default ±5 minutes)

• The QUIC implementation correctly implements TLS 1.3
• DID resolution is trustworthy (method-dependent)

IV. PROTOCOL DESIGN

A. Protocol Stack

AXCP is organized as a four-layer stack:

TABLE III
AXCP PROTOCOL STACK

Layer Function

4 Application Logic (Handler/Router)
3 AXCP Envelope (Metadata + Payload + Signature)
2 Serialization (Protocol Buffers)
1 Transport (QUIC/TLS 1.3)

B. Transport Layer: QUIC with TLS 1.3

AXCP uses QUIC [1] as its transport protocol. QUIC
provides:

• Reduced latency: 0-RTT connection resumption
• Stream multiplexing: No head-of-line blocking
• Connection migration: Survives IP address changes
• Mandatory encryption: TLS 1.3 integrated
Our implementation uses quic-go v0.42.0 with ALPN

identifier axcp/1.0.

C. Serialization Layer: Protocol Buffers

All AXCP messages are serialized using Protocol
Buffers [5]:

• Type safety: Compile-time schema validation
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• Compact encoding: 3-5x smaller than JSON
• Schema evolution: Backward/forward compatible
• Performance: 10-100x faster parsing than JSON

D. Envelope Layer

Every AXCP message is wrapped in an Envelope:

Listing 1. AXCP Envelope Schema (simplified)
1 message Envelope {
2 string message_id = 1;
3 string sender_did = 2;
4 string recipient_did = 3;
5 int64 timestamp_ms = 4;
6 uint64 sequence = 5;
7 string profile = 6;
8 bytes signature = 7;
9 Payload payload = 8;

10 }

Signature computation: The signature covers fields 1-6 and
8:

σ = Ed25519_Sign(sk, “AXCP-SIG-v1”∥m) (1)

where m is the canonical Protobuf encoding of the envelope
(excluding signature field).

E. Profile Negotiation

Before exchanging application messages, agents perform a
handshake:

Client Server

ClientHello {profiles[], client_did}

ServerHello {selected_profile, server_did, params}

Application Messages (Envelopes)

Fig. 2. Profile negotiation establishes an explicit security contract before
application messages are exchanged.

Profile parameters established during negotiation:
• timestamp_window: Maximum message age (default

5 min)
• replay_window: Sequence number window size (de-

fault 1000)
• require_recipient: Whether recipient_did must

match

F. Validation Pipeline

Incoming messages pass through a deterministic validation
pipeline:

1) Transport established (QUIC/TLS)
2) Parse + schema validation (Protobuf)
3) Profile validation
4) Recipient validation
5) Timestamp validation

6) Signature verification (Ed25519)
7) Replay protection (sequence check)
8) Handler dispatch
9) Error mapping
Pipeline ordering is security-critical: signature verification

must occur before replay check to prevent cache poisoning.

G. Error Model

AXCP defines structured errors:

Listing 2. Protocol Error
1 message ProtocolError {
2 ErrorCode code = 1;
3 string reason = 2;
4 bool retryable = 3;
5 }

Error codes include: INVALID_SIGNATURE,
TIMESTAMP_EXPIRED, REPLAY_DETECTED,
RECIPIENT_MISMATCH, PROFILE_MISMATCH,
RATE_LIMITED.

V. SECURITY ANALYSIS

A. Security Properties

AXCP provides the following security properties:
P1 Confidentiality: TLS 1.3 encryption
P2 Integrity: Ed25519 signatures
P3 Authentication: DID + signature verification
P4 Non-repudiation: Cryptographic proof of origin
P5 Replay Protection: Sequence + timestamp window
P6 Freshness: Timestamp validation

B. Security Arguments

Theorem (Authentication). Assuming Ed25519 is EUF-
CMA secure and the recipient verifies signatures against the
public key resolved for sender DID S, an adversary that does
not know S’s signing key cannot cause the recipient to accept
an AXCP envelope attributed to S.

Argument: Acceptance requires a signature that verifies
under S’s public key on a transcript that includes the envelope
metadata and payload (and a fixed domain-separation string).
Under EUF-CMA security, producing such a signature without
the signing key is infeasible [3].

Theorem (Replay Prevention). Assume the recipient main-
tains a replay cache keyed by (sender_did,sequence)
(or an equivalent unique message identifier) and rejects du-
plicates within the negotiated replay_window. Then an
adversary cannot cause the recipient to accept the same signed
message twice within that window.

Argument: The first accepted delivery inserts the key into
the replay cache; any subsequent delivery with the same
key is rejected during replay protection. Messages outside
the negotiated freshness bounds are rejected by timestamp
validation.

Theorem (Downgrade Prevention). Assuming the profile
negotiation messages are exchanged over an authenticated TLS
1.3 channel, an on-path adversary cannot force two honest
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endpoints to select a profile weaker than what the server would
select from the client’s offered set.

Argument: Any modification of
ClientHello/ServerHello content by an on-path
adversary would violate TLS integrity and be detected.
Endpoints bind subsequent application messages to the
negotiated profile identifier.

C. Comparison with Alternatives

TABLE IV
SECURITY FEATURE COMPARISON

Property HTTP+JWT gRPC AXCP

Channel encryption ✓ ✓ ✓
Message signing × × ✓
Decentralized ID × × ✓
Replay protection × × ✓
Profile negotiation × × ✓
Typed messages × ✓ ✓
0-RTT reconnect × × ✓

VI. TIERED SECURITY MODEL

AXCP defines three deployment tiers:

A. Core Tier (Apache 2.0)

Implements secure-baseline-v1: QUIC/TLS 1.3,
Protobuf, DID+Ed25519, replay protection, middleware chain.

Target: Startups, developers, open-source projects.

B. Advanced Tier (Commercial)

Adds: mTLS with DID-bound certificates, per-DID rate
limiting, attestation framework (SGX/SEV interface), CRDT
components, optional Differential Privacy.

Target: Enterprise, fintech, multi-tenant SaaS.

C. Enterprise Tier (Commercial)

Adds: Mandatory Differential Privacy, PII filtering, compli-
ance reporting (GDPR, HIPAA, SOC2), Merkle audit trails,
Prometheus/OpenTelemetry telemetry.

Target: Regulated industries (banking, healthcare, govern-
ment).

Core Tier
secure-baseline-v1, Apache 2.0

Advanced Tier
mTLS, Rate Limiting, Attestation

Enterprise Tier
Governance, Compliance, DP Required

imports

imports

Fig. 3. Tier dependency model. Higher tiers extend (import) lower-tier
features; deployments can adopt tiers incrementally.

VII. IMPLEMENTATION

A. Reference Implementation

We implemented AXCP in Go, chosen for concurrency
support and mature cryptographic libraries.

TABLE V
IMPLEMENTATION METRICS

Metric Value

Lines of Go code ∼8,000
Unit tests 187
Integration tests 55
Total tests 242
Race conditions 0 (verified with -race)
External dependencies 1 (quic-go)

B. Key Implementation Details

Replay cache: Time-bucketed map with automatic expira-
tion. Memory bounded to O(replay_window×active_senders).

Signature verification: Go’s crypto/ed25519 with
constant-time operations.

Middleware chain: Composable functions with signature
func(Handler) Handler.

C. Rust SDK

A Rust SDK (axcp-sdk v0.3.12-beta) provides async
client with tokio, optional Protobuf via prost, and Web-
Socket transport option.

VIII. EVALUATION

A. Test Suite Results

All 242 tests pass, including with race detector enabled.
Key test scenarios: valid/invalid signatures, timestamp win-

dow boundaries, replay detection, profile negotiation, recipient
mismatch, error code mapping.

B. Performance Benchmarks

Test environment: Apple M5, 16GB RAM, macOS 26.2, Go
1.25.6.

TABLE VI
PERFORMANCE COMPARISON: AXCP VS HTTP+JSON+JWT

Metric AXCP HTTP+JWT Improvement

Handshake (cold) 4.2ms 12.8ms 3.0×
Handshake (0-RTT) 0.8ms 12.8ms 16×
Latency (p50) 1.1ms 3.4ms 3.1×
Latency (p99) 4.7ms 18.2ms 3.9×
Throughput 47K msg/s 12K msg/s 3.9×
Payload (100 fields) 847B 2,341B 2.8×

C. Multi-Vendor Orchestration Demo

We validated AXCP with a demo coordinating three AI
agents: Claude (Anthropic), Gemini (Google), and GPT (Ope-
nAI).

D. Attack Simulation

All attacks correctly detected and rejected.
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TABLE VII
DEMO METRICS (TRAVEL PLANNING TASK)

Metric Value

Messages exchanged 8
QUIC connections 6
Signatures verified 14
Replay attacks blocked 0
Protobuf bytes 23,574
End-to-end latency 4.2s

TABLE VIII
ATTACK SIMULATION RESULTS

Attack Method Result

Replay Re-sent message REPLAY_DETECTED
Tampering Modified payload INVALID_SIGNATURE
Timestamp Old timestamp TIMESTAMP_EXPIRED
Impersonation Wrong sender INVALID_SIGNATURE
Misrouting Wrong recipient RECIPIENT_MISMATCH
Downgrade Weak profile PROFILE_MISMATCH

IX. LIMITATIONS AND FUTURE WORK

A. Limitations

DID trust model: Security depends on trustworthy DID
resolution. The did:key method embeds keys directly, but
other methods require trusted resolvers.

No formal verification: We provide security arguments but
have not formally verified using ProVerif or Tamarin.

Hardware attestation: Advanced tier provides interface but
not complete SGX/SEV verifiers.

Single-language focus: Primary SDK is Go; multi-language
support would improve adoption.

B. Future Work

• Formal verification of authentication and replay proper-
ties

• Complete SGX DCAP and SEV-SNP attestation verifiers
• Language-agnostic conformance test suite
• WebTransport for browser-hosted agents
• Policy engines for complex authorization

X. RELATED WORK

gRPC [6] provides efficient RPC with Protobuf but dele-
gates authentication and authorization to deployments. AXCP
integrates an explicit security envelope and profile negotiation.

QUIC [1] provides our transport foundation; surveys sum-
marize its latency and deployment trade-offs [10].

Decentralized identity. AXCP adopts W3C Decentralized
Identifiers [4] and is compatible with Verifiable Credentials
ecosystems [9].

Agent ecosystems. Recent work highlights security risks
unique to tool-integrated and multi-agent LLM systems, in-
cluding indirect prompt injection and cross-domain identity
fragmentation [11], [12].

MCP [7] focuses on tool discovery and capability exposure;
AXCP is complementary by securing communication.

TLS 1.3 [2] provides channel security. AXCP adds
message-layer integrity and replay resistance.

XI. CONCLUSION

As AI systems shift toward agentic architectures, the se-
curity boundary moves from a single model endpoint to a
network of communicating components. In this setting, chan-
nel security alone is insufficient: deployments need verifiable
message origin, freshness, and an explicit security contract that
survives intermediaries.

AXCP addresses this gap by combining QUIC/TLS 1.3
transport with typed serialization (Protocol Buffers) and a
signed message envelope bound to DID-based identities and
Ed25519. Profile negotiation makes security parameters ex-
plicit, while a modular validation pipeline enables enforcement
at endpoints or gateways.

Our reference implementation demonstrates that these prop-
erties are practical at low latency: 242 tests (race-detector
clean), 47K messages/s, and 1.1 ms median message latency,
while reducing payload size by about 3× compared to JSON.

The core lesson is simple: if agents are to be dependable in-
frastructure, their messages must be first-class security objects,
not incidental byproducts of transport.
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